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Lecture 18
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So far we have looked into first order methods (like gradient descent, stochastic gradient descent,
accelerated gradient descent etc.) for optimization. In this lecture we will leverage oracles that can
provide up to second order derivatives.

1 Newton’s Method

For a point x on a function f : Rn → R, we want to find a direction h in which x can be updated to
minimize f . Recall from previous lectures that the Taylor series provides a natural way to get a local
approximation of the function around any point. However, till now, only first order approximation was
used to get an update direction. Now, with an oracle that can provide second order derivatives, a better
local approximation can be used. That is,

f(x+ h) = f(x) + 〈∇f(x), h〉+
1

2
h>∇2f(x)h+O(||h||3). (1)

To obtain a direction h which would minimize the function approximation, we search for h such that the
approximated function’s derivative with respect to it is 0. Under the condition that ∇2f(x) is positive
definite (therefore invertible),

∇f(x) +∇2f(x)h = 0 (2)

h = −[∇2f(x)]−1∇f(x). (3)

This step can be performed iteratively to find the x that minimizes the function. For intuition, consider
a one-dimensional case. The second derivative tells us the rate of change of the gradient. If the gradient
is changing a lot, we want to be conservative and take small steps. If the gradient stays the same, we can
take large steps in that direction. Thus, we want a step size which high when ∇2f is low, and vice versa.
1
∇2f achieves this. See Chong and Zak for illustrations (section 7.3 for one-dimensional and section 9.1

for two-dimensional cases).
The final algorithm is given below. One of the key drawbacks of this method is that it requires

repeated matrix inversion, which is often impractical.

Initialize x(0)

For t = 0 to T − 1 :

x(t+1) = x(t) − [∇2f(x(t))]−1∇f(x(t))

Return xT

1.1 Example: Minimizing a quadratic function

Consider a simple quadratic function of the form,

f(x) =
1

2
x>Ax− b>x.

From the oracle we can get,
∇f(x) = Ax− b and ∇2f(x) = A.
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Using Newton’s update,

x(1) = x(0) − [∇2f(x(0))]−1∇f(x(0)) (4)

= x(0) −A−1[Ax(0) − b] (5)

= x(0) − x(0) +A−1b (6)

= A−1b. (7)

Interestingly, just in a single step we can get to the global minima. However, this should not be surprising
as the requirement on the oracle is too strong, and the update reduces to the closed form solution for
least squares. For quadratic functions, the second-order Taylor series approximation can, in fact, provide
the exact function.

2 Proof of convergence for Newton’s method

Assumption 1 f has Lipschitz Hessian, i.e.,

‖∇2f(y)−∇2f(x)‖ ≤ γ‖x− y‖.

The Hessian ∇2f(x) is a matrix and the norm on the left hand side is the operator norm on matrices:
||M || = sup||v||=1 ||Mv||. Note that gradient of a function is Lipschitz if the function is smooth (see
section 3.2 in Bubeck’s book). Thus, this assumption implies that the function f has a γ-smooth gradient.

Assumption 2 The minima of function f has positive definite Hessian, i.e.,

∇2f(x∗) � αIn, α > 0.

Assumption 3 The starting point x(0) is close to the the solution x∗ such that

‖x(0) − x∗‖ ≤ α

2γ
.

Theorem 1 If Assumptions 1,2, and 3 hold, then Newton’s method converges to x∗ at quadratic rate,
i.e.,

‖x(t+1) − x∗‖ ≤ γ

α
‖xt − x∗‖2.

Note that this is a significant improvement over gradient descent which, under smoothness conditions,
has the following linear rate,

‖x(t+1) − x∗‖ ≤
(

1− 1

κ

)
‖xt − x∗‖.

Proof

‖x(t+1) − x∗‖ = ‖x(t) − x∗ − [∇2f(x(t))]−1∇f(x(t))‖ (8)

= ‖(∇2f(x(t)))−1(∇2f(x(t))(x(t) − x∗)−∇f(x(t)))‖ (9)

≤ ‖(∇2f(x(t)))−1‖ · ‖∇2f(x(t))(x(t) − x∗)−∇f(x(t))‖ (10)

(11)
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Using Assumption 2,

≤ 1

α
‖∇2f(x(t))(x(t) − x∗)−∇f(x(t))‖. (12)

Now using Assumption 1,

∇f(x) ≤ ∇f(x(t)) +∇2f(x(t))(x− x(t)) +
γ

2
‖x− x(t)‖2, (13)

where the inequality is element-wise. Therefore at the optimal point x∗,

∇f(x∗) ≤ ∇f(x(t)) +∇2f(x(t))(x∗ − x(t)) +
γ

2
‖x∗ − x(t)‖2. (14)

As x∗ is the minima, ∇f(x∗) = 0. Therefore,

∇2f(x(t))(x(t) − x∗)−∇f(x(t)) ≤ γ

2
‖x∗ − x(t)‖2. (15)

Substituting (15) in (12), we get the desired result:

‖x(t+1) − x∗‖ ≤ γ

2α
‖xt − x∗‖2.

This equation suggests that the algorithm converges (||x(t+1) − x∗|| → 0) only if the right hand side
is ≤ 1. We now use Assumption 3:

γ

2α
‖xt − x∗‖2 (16)

≤ γ

2α
‖xt − x∗‖ (17)

≤ γ

2α
× α

2γ
≤ 1 (18)

Thus, if Assumption 3 is not satisfied, this analysis does not guarantee convergence to x∗.
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