
COMPSCI 690OP Optimization in Computer Science Jan 23, 2019

Lecture 1
Instructor: Arya Mazumdar Scribe: Arya Mazumdar

1 Course Logistics

We discussed the way the course will be run.

1.1 Grade Breakdown

• Two Midterms (individual effort): 20%+20%

• Three Home Assignments (group effort): 15%+15%+15%

• Scribing (same group as the home assignment group): 15%

The template for scribing has been posted in moodle. Moodle will be the tool to communicate.
The class has a prerequisite of mathematical maturity, and knowledge of linear algebra and calculus.

2 What is optimization?

Optimization appear in everyday decision making:

1. Where to eat dinner?

• Minimize distance to your location

• Yelp rating ≥ 4

• Average cost per person ≤ $15

2. How to invest in stocks?

• Maximize return

• Minimize risk

• No overload

• A good mix of large, medium and small-caps

Optimization is also natures way:
How light travels in inhomogeneous medium?

• Minimize time to travel

• Must follow Snell’s law

Optimization is ubiquitous in sciences.

Real World Problem Mathematical Model

AlgorithmSolution

The blueprint of what we do
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3 Least Square Problems

In a general least-square problem, we have,

• Input: A ∈ Rm×n, b ∈ Rm

We solve:

min
x∈Rn

‖Ax− b‖22.

Some instances are below.

3.1 Covering Problem

Suppose you have locations of n clients, pi ∈ R2, i = 1, 2, . . . , n. Where to place a warehouse that
minimizes the sum of distances to all clients?

Decision variable: x ∈ R2, is the optimal location. We need to solve:

min
x2

R

n∑
i=1

‖x− pi‖22.

This can be made in to a weighted optimization, where weight (importance) of each client is also
presented as input. The weight of client i is wi, i = 1, . . . , n.

min
x2

R

n∑
i=1

wi‖x− pi‖2.

3.2 Curve fitting Problem

Given n data points (xi, yi) ∈ R2, i = 1, . . . , n find a quadratic polynomial f such that y ≈ f(x).
We assume, f(x) = a0 + a1x+ a2x

2. The optimization problem is:

min
a0,a1,a2

n∑
i=1

(f(xi)− yi)2.

We all have seen such instances of least-square problems. These problems are very well-understood.

4 Classification problems

Supervise learning is to infer a classification rule from labeled data.
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preprocessing of the training set enables the computation of f(x) to pro-
ceed efficiently. We shall consider an important kind of instance-based
learning, k-nearest-neighbor, in Section 12.4. For example, 1-nearest-
neighbor classifies data by giving it the same class as that of its nearest
training example. There are k-nearest-neighbor algorithms that are ap-
propriate for any kind of classification, although we shall concentrate on
the case where y and the components of x are real numbers.

5. Support-vector machines are an advance over the algorithms traditionally
used to select the weights and threshold. The result is a classifier that
tends to be more accurate on unseen data. We discuss support-vector
machines in Section 12.3.

12.1.4 Machine-Learning Architecture

Machine-learning algorithms can be classified not only by their general algorith-
mic approach as we discussed in Section 12.1.3. but also by their underlying
architecture – the way data is handled and the way it is used to build the model.

Training and Testing

One general issue regarding the handling of data is that there is a good reason to
withhold some of the available data from the training set. The remaining data
is called the test set. The problem addressed is that many machine-learning
algorithms tend to overfit the data; they pick up on artifacts that occur in the
training set but that are atypical of the larger population of possible data. By
using the test data, and seeing how well the classifier works on that, we can tell
if the classifier is overfitting the data. If so, we can restrict the machine-learning
algorithm in some way. For instance, if we are constructing a decision tree, we
can limit the number of levels of the tree.

Test

ModelModel
Generation

Training Set Set

Error Rate

Figure 12.3: The training set helps build the model, and the test set validates
it

Figure 12.3 illustrates the train-and-test architecture. We assume all the
data is suitable for training (i.e., the class information is attached to the data),
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In the training set we are given set of pairs (x, y), x ∈ Rd, y ∈ {+1,−1}. x ∈ Rd is a vector, called
the feature vector. y is the classification label of x. We want to learn the classification relation (model)

y = f(x).

As an example, look at the problem of predicting chip manufacturing defects. We have listed the
feature of chips (height/weight) and whether they have defect or not in the training set below (source:
https://users.ece.utexas.edu/ dimakis/DataScience/Lecture1.pdf ).

Lecture 1
Lecturer: Alex Dimakis

Jan 26 2017,

Introduction

Suppose you are hired at a startup company making a new kind of nano-chip. Unfortu-
nately, some of the nano-chips they manufacture explode after a month of use. This is a
problem, of course, since they get a lot of angry customer calls. They hire you as a data
scientist to solve their problem.

Their nano-manufacturing process introduces variability in the sizes of the chips and
they believe this has something to do with the exploding problem. The first step is to
collect some data: they manufacture five chips and let them run in a lab for one month.
After that period they give you a dataset.

height width y=exploded?
chip 1 0.8 0.8 1
chip 2 0.3 0.25 0
chip 3 0.2 0.8 0
chip 4 0.3 0.7 0
chip 5 0.9 0.7 1

Table 1: Your dataset. There is a special column (called y) that we are trying to predict using the
other columns called features. Every row corresponds to one labeled nano-chip. The number of
examples (aka Samples) is usually denoted by n and the number of features by p. In this example
n = 4 and p = 2.

In this lecture we discuss the most common problem in statistics and machine learning,
that of prediction. Lets recap the frequently used jargon:

Jargon Box

The variable you are trying to predict y is called a Label or Dependent
variable. Your observations (here: height and width) are called features,
dependent variables,predictors or covariates in different bodies of litera-
ture.

When labels are given, it is called a supervised learning problem.
When the labels are binary it is called binary classification. If we were try-
ing to predict a continuous quantity (say y was temperature of the nano-
chip) it is called regression.

The Feature space is the space where our data features live. Here it is
R2 i.e. pairs of weight/height.
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If we plot this data in the feature-space we get the figure below. Here the red means defective and
the green means good.Therefore, our problem is a supervised learning problem and specifically a binary clas-

siciation problem. Lets say we plot the data using colors for the two different labels:

Height

Width

0 0.5 1
0

0.5
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It looks like the good and the bad nanochips are quite well separated on the feature
space, anyone would be tempted to come up with a simple model, i.e. a simple test on the
features to predict if a new nanochip will be good or bad. Before we do that, lets try to put
our problem in a precise mathematical framework, to understand what we are trying to
do.

1 Statistical Learning Framework

Our goal is to define what constitutes a prediction and to precisely define and understand
overfitting. We will learn the concepts of True Risk (aka Generalization error) versus
Empirical Risk (aka Test error). This will lead to the main algorithm used in learning:
Empirical Risk Minimization (ERM).

We need a mathematical model of how data is generated and labeled.

• We assume we are given a distribution D over the feature space. Each sample xi
(weight and height of a nanochip) is assumed to be randomly and independently
sampled from this distribution. We use bold for x because it is a vector of p numbers
(the features), i.e. x 2 Rp.

• We assume a true labeling function hT. The universe samples a point xi and computes
the true label yi (good or faulty nano-chip) by computing yi = hT(xi).

• We need to choose how we count errors. This is called a Loss function `(h, x). This
function takes a model h, a data point x and penalizes the model when it makes
mistakes.

Our goal is to find the best model h. We define the True risk of a model h, denoted by
LD(h) as follows:

LD(h) = Ex⇠D[`(h, x)].
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In the most basic case, we want to find a linear separator or a hyperplane that classify the data in
the feature space. Below a hyperplane is dividing the space into two halfspaces.
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w

w.x = θ

Figure 12.4: A perceptron divides a space by a hyperplane into two half-spaces

We begin by assuming the threshold is 0; the simple augmentation needed
to handle an unknown threshold is discussed in Section 12.2.4. The follow-
ing method will converge to some hyperplane that separates the positive and
negative examples, provided one exists.

1. Initialize the weight vector w to all 0’s.

2. Pick a learning-rate parameter η, which is a small, positive real number.
The choice of η affects the convergence of the perceptron. If η is too small,
then convergence is slow; if it is too big, then the decision boundary will
“dance around” and again will converge slowly, if at all.

3. Consider each training example t = (x, y) in turn.

(a) Let y′ = w.x.

(b) If y′ and y have the same sign, then do nothing; t is properly classi-
fied.

(c) However, if y′ and y have different signs, or y′ = 0, replace w by
w + ηyx. That is, adjust w slightly in the direction of x.

The two-dimensional case of this transformation on w is suggested in Fig.
12.5. Notice how moving w in the direction of x moves the hyperplane that is
perpendicular to w in such a direction that it makes it more likely that x will
be on the correct side of the hyperplane, although it does not guarantee that
to be the case.

Example 12.4 : Let us consider training a perceptron to recognize spam email.
The training set consists of pairs (x, y) where x is a vector of 0’s and 1’s, with
each component xi corresponding to the presence (xi = 1) or absence (xi = 0)
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4.1 Perceptron

To find the hyperplane we devise the following algorithm called perceptron. We assume, there exists a
separator w∗ such that

• for each positive example x in the training set S

xT ·w∗ ≥ +1

• for each negative example x in the training set S

xT ·w∗ ≤ −1.

Here xT ·w∗ = 0 is the separating hyperplane. Note that, the distance between x and the hyperplane
is xT ·w∗/‖w∗‖. We call γ = 1/‖w∗‖ the margin.

The perceptron algorithm is as follows:

Initialization: w = 0
For each x ∈ S
• Compute xT ·w
• If Sign(xT ·w) 6= Label(x) then

1. If Label(x) = + then w ← w + x

2. If Label(x) = − then w ← w − x

4.2 Convergence of the perceptron algorithm

We will keep track of wTw∗ and ‖w‖2. Note that, if Label(x) = +, then after an update

(w + x)Tw∗ = wTw∗ + xTw∗ ≥ wTw∗ + 1.

And if Label(x) = −, then after an update

(w − x)Tw∗ = wTw∗ − xTw∗ ≥ wTw∗ + 1.

Therefore, wTw∗ increases by at least +1 in each update.
Let us now examine ‖w‖2. If Label(x) = +, then after an update

(w + x)T (w + x) = ‖w‖2 + 2xTw + ‖x‖2 ≤ ‖w‖2 + ‖x‖2.
And if Label(x) = −, then after an update

(w − x)T (w − x) = ‖w‖2 − 2xTw + ‖x‖2 ≤ ‖w‖2 + ‖x‖2.
So, ‖w‖2 increases by at most (maxx∈S ‖x‖)2 ≡ R2 in each update.

Suppose M updates have been made all total Then,

wTw∗ ≥M
and

‖w‖2 ≤MR2.

Now we have,
M

‖w∗‖ ≤
wTw∗

‖w∗‖ ≤ ‖w‖ ≤
√
MR.

Hence, M ≤ R2‖w∗‖2. We see that the algorithm stops after at most R2‖w∗‖2 updates.
As we will see, the perceptron algorithm is indeed an optimization algorithm trying to minimize some

potential function, and is an instance of something called stochastic gradient descent.
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